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Abstract

SAR-to-EO image translation aims to generate electro-
optical (EO) imagery from synthetic aperture radar (SAR)
observations. Existing latent diffusion approaches typi-
cally inherit a predetermined autoencoder, although recon-
struction fidelity can vary substantially across codecs and
modalities. Because the latent codec affects the round-
trip preservation of both SAR conditions and EO targets,
codec selection constitutes a fundamental design choice;
nevertheless, existing methods largely rely on codecs pre-
trained on natural images. To remedy this, we introduce
ReFlowSET, a conditional latent flow-matching framework
that selects its codec through a joint SAR—-EO reconstruc-
tion audit. Rather than inheriting a heavyweight pretrained
generator, ReFlowSET trains a substantially smaller con-
ditional DiT from scratch in the selected latent space, us-
ing dual-stream SAR conditioning followed by joint fea-
ture refinement. To provide semantic guidance for this
from-scratch training, intermediate noisy-EO features are
aligned with clean target-EO representations extracted by
a frozen vision foundation model. This alignment is used
only during training and introduces no additional inference
cost. Experiments on QXS-SAROPT and SAR2Opt demon-
strate state-of-the-art performance across diverse percep-
tual fidelity and distributional metrics. Code and pretrained
weights are publicly available at https://github.
com/KAIST-VICLab/ReFlowSET.

1. Introduction

Synthetic aperture radar (SAR) provides reliable Earth ob-
servation regardless of illumination and under most weather
conditions. However, its coherent imaging mechanism in-
troduces speckle and geometric distortions, making SAR
imagery less intuitive to interpret than electro-optical (EO)
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imagery. SAR-to-EO image translation (SET) [29] aims to
generate an interpretable EO representation from a corre-
sponding SAR observation, supporting visual analysis when
optical measurements are unavailable. This task remains
challenging because SAR backscatter and EO reflectance
describe fundamentally different physical properties, result-
ing in an inherently ambiguous cross-modal mapping.

Early SET approaches [6, 10, 11, 23] primarily relied
on generative adversarial networks (GANs), incorporating
multiscale context, scene information, or semantic supervi-
sion. Although these methods enable direct translation, ad-
versarial training may produce unstable textures and seman-
tically incorrect objects. Diffusion-based approaches [1, 4,
9, 18] provide a more stable generative objective and im-
proved perceptual quality. Recent latent methods [4, 9] fur-
ther reduce computation but adopt the pretrained Stable Dif-
fusion (SD) variational autoencoder (VAE) [19] as a fixed
codec without examining its suitability for SAR and EO im-
agery. Under latent-target training, the EO reconstruction
represents a directly reachable decoded endpoint, while the
SAR reconstruction indicates how much source structure is
retained for conditioning. Moreover, existing latent SET
models commonly inject SAR through immediate channel
concatenation [4]. This position-wise fusion may prema-
turely entangle modalities with different statistics, particu-
larly when paired SAR—EO observations contain local spa-
tial misalignment.

We introduce ReFlowSET, a representation-aligned la-
tent flow-matching framework for SET. We first evalu-
ate the modality-specific reconstruction ceilings of multi-
ple pretrained VAEs [2, 5, 17, 19] and select the codec
providing the strongest joint fidelity for SAR and EO im-
agery. Rather than inheriting the selected codec’s heavy-
weight pretrained generator, we train a substantially smaller
conditional DiT from scratch using conditional flow match-
ing [13]. The DiT employs dual-stream SAR conditioning
that preserves modality-specific processing before channel-
wise fusion and joint refinement. Because the from-scratch
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Figure 1. Modality-wise reconstruction ceilings of six pretrained autoencoders on four SAR-EO datasets. Left: encode—decode PSNR
for SAR and EO imagery. Right: reference pairs and representative reconstructions, with SAR/EO PSNR values (dB) shown in each cell.
Based on the dataset-level averages in the left panel, FLUX.2 [2] provides the best reconstruction fidelity in six of eight dataset—-modality
settings and improves the mean EO reconstruction ceiling by 7.49 dB over SD2.1 [19].

DiT does not inherit semantic priors from a pretrained gen-
erator, we align its intermediate noisy-EO features with
clean-EO representations extracted by a frozen vision foun-
dation model [22]. This guidance is applied only during
training and introduces neither additional annotations nor
inference-time overhead.

The main contributions are summarized as follows:

* We systematically evaluate multiple pretrained VAEs on
SAR and EO imagery, revealing their modality-dependent
reconstruction ceilings and identifying a suitable latent
space for SET.

e We introduce a latent flow-matching framework with
dual-stream SAR conditioning and training-only EO-
derived VFM representation alignment.

» Extensive evaluations on QXS-SAROPT and SAR2Opt
validate the proposed design, with ReFlowSET attaining
leading performance in perceptual similarity and distribu-
tional realism.

2. Related Work

2.1. General Image Translation and Restoration

Conditional and cycle-consistent GANs established paired
and unpaired image translation [8, 30]; pix2pixHD [24] and
SPADE [15] improved high-resolution and spatially con-
trolled synthesis. Diffusion methods later addressed super-
resolution, generic translation, controlled generation, and
restoration through SR3 [20], BBDM [12], ControlNet [28],
ResShift [27], and HI-Diff [3]. StegoGAN [25] targets non-
bijective translation by separating hidden information. We
retrain these families as broad image-to-image references

rather than claiming that each is SET-specific.

2.2. SAR-t0-EO Translation

SAR-specific GANs [11, 23] incorporate atrous context or
EO segmentation labels to reduce blur and semantic errors.
Conditional Diffusion [1] performs iterative pixel-space de-
noising, whereas E3Diff [18] distills the process to one step.
c¢cBBDM [9] constructs a conditional Brownian bridge in
the SD2.1 latent space, and C-DiffSET [4] adds confidence-
guided object generation to an SD2.1-based latent diffusion
model. Our ReFlowSET instead treats the autoencoder end-
point as an explicit design variable and uses flow match-
ing [13] with label-free, training-only representation guid-
ance.

3. Analysis of VAE Reconstruction Perfor-
mance

Let £, and Dy denote a frozen autoencoder. For an im-
age x, we define its round-trip reconstruction upper-bound
as the fidelity of Dy(Ey(x)). Although this quantity is
not a theoretical upper-bound over arbitrary latent codes,
it represents a directly reachable endpoint under standard
latent-target training: exact prediction of the encoded EO
target produces this reconstruction. Accordingly, a higher
EO upper-bound indicates less codec-induced target distor-
tion and a more faithful attainable endpoint, while a higher
SAR upper-bound implies that more source structure is re-
tained for conditional generation. Autoencoder selection is
therefore a consequential design choice rather than a fixed
implementation detail.

Fig. | compares the autoencoders of SD2.1 [19],
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Figure 2. Overview of ReFlowSET. A conditional DiT learns the latent flow from Gaussian noise to the EO latent under dual-stream SAR
conditioning. During training, intermediate DiT features are aligned with clean-EO representations from a frozen VFM. At inference, the
alignment branch is removed and the integrated endpoint is decoded into an EO image.

SDXL [17], SD3.0/3.5 [5], and FLUX.1/2 [2] on QXS-
SAROPT [7], SAR20pt [29], SpaceNet6 [21], and SAR-
IM [14] datasets. For each codec, dataset-level recon-
struction statistics are computed only on the training splits.
FLUX.2 achieves the highest PSNR in six of the eight
dataset-modality settings and raises the mean EO ceil-
ing by 7.49 dB over SD2.1, which is adopted by recent
state-of-the-art latent SET methods [4, 9]. This recon-
struction audit motivates the selection of FLUX.2 as a less
distortion-limited latent codec. However, adopting its asso-
ciated multi-billion-parameter pretrained generator would
substantially increase computational cost. We therefore re-
tain only the frozen FLUX.2 autoencoder for both SAR and
EO in all subsequent experiments. To the best of our knowl-
edge, this is the first systematic modality-wise analysis of
pretrained autoencoder upper-bounds for SET.

4. ReFlowSET

Fig. 2 illustrates the overall framework of our ReFlowSET,
which combines conditional latent flow matching, dual-
stream SAR conditioning, and training-only alignment with
clean-EO representations.

4.1. Conditional Latent Flow Matching

For a paired SAR observation x° and EO target x°, we en-
code the posterior means with the selected frozen encoder:

2" =Ey(x™), me{s,e}. (1)

With € ~N(0,1) and ¢ ~ (0, 1), a linear probability path
z; and its target velocity u are given by

z: = (1 —t)e+ tz°, u=1z°—e. 2)
A conditional DiT [16], denoted as vy, receives z° as a per-
sistent condition, and is trained to minimize the flow match-
ing loss:

Lriow = E|||[vo(z:, t;2°) — ull5| . 3)

Starting from independent noise, rather than from the con-
ditioned SAR latent z°, also prevents u from becoming an
analytic function of the model inputs. At inference, the
learned ordinary differential equation (ODE) is integrated
from ¢ = 0 to 1 and the endpoint is decoded by D [13].

4.2. Dual-Stream SAR Conditioning

A single-stream baseline [4] concatenates z° and z;
channel-wise at the input, and processes them through a
shared DiT. In contrast, our ReFlowSET separately projects
the SAR condition and noisy-EO latent, and processes them
using independently parameterized streams for the first r
DiT blocks. The resulting features are then concatenated
along the channel dimension, projected back to the model
width, and are processed by the remaining single-stream
DiT blocks to predict the velocity field vy(z¢, t; 2°).

4.3. Training-Only EO Representation Alignment

Because the DiT is trained from scratch, it does not in-
herit semantic priors from a pretrained generator. Moreover,



Table 1. Quantitative comparison on QXS-SAROPT [7] and SAR2O0pt [29]. All methods are retrained from official code on identical
training splits and test pairs. Bold and underline indicate the best and second-best results, respectively.

Method Venue QXS-SAROPT dataset SAR20pt dataset

FID, DISTS] LPIPS| SSIMT PSNRt FID| DISTS] LPIPS| SSIM?T PSNR?T
General image translation/restoration methods:
pix2pix [8] CVPR’17 174.6 0.373 0.665 0.203 12.33 261.9 0.347 0.657 0.199 13.39
CycleGAN [30] Icev’l7 104.4 0.376 0.653 0.262 12.92 143.5 0.330 0.650 0.178 12.90
pix2pixHD [24] CVPR’18 85.7 0.298 0.573 0.358 16.13 146.3 0.283 0.567 0.268 15.95
SPADE [15] CVPR’19 90.7 0.292 0.599 0.320 14.53 142.5 0.265 0.597 0.234 14.47
DDPM (SR3) [20] TPAMI'22 43.8 0.311 0.620 0.359 14.04 122.5 0.295 0.610 0.313 13.65
SD2.1 fine-tune [19] CVPR’22 19.1 0.257 0.561 0.348 15.40 71.8 0.211 0.541 0.293 16.24
BBDM [12] CVPR’23 76.6 0.270 0.568 0.352 15.34 143.1 0.290 0.590 0.276 15.29
ControlNet [28] ICCV’23 50.4 0.307 0.604 0.297 13.42 140.5 0.350 0.643 0.217 11.73
ResShift [27] NeurIPS’23  140.2 0.334 0.607 0.217 14.20 141.7 0.304 0.597 0.177 14.31
HI-Diff [3] NeurIPS’23 3243 0.539 0.692 0.457 17.10 319.8 0.473 0.692 0.384 17.36
StegoGAN [25] CVPR’24 106.8 0.384 0.658 0.254 12.96 150.1 0.347 0.655 0.158 12.47
SAR-to-EO methods:
Cond. Diffusion [1] GRSL23 88.6 0.355 0.730 0.213 11.55 211.8 0.415 0.686 0.248 12.48
E3Diff [18] GRSL24 47.8 0.278 0.530 0.302 16.44 104.7 0.232 0.529 0.249 16.09
cBBDM [9] GRSL25 50.6 0.246 0.539 0.372 16.02 2223 0.377 0.571 0.361 17.05
C-DiffSET [4] TCSVT’26 199 0.233 0.526 0.380 16.92 78.1 0.214 0.529 0.314 16.81
ReFlowSET (SD2.1) - 25.5 0.267 0.566 0.337 15.85 84.5 0.217 0.541 0.270 15.82
ReFlowSET (Ours) - 19.1 0.231 0.534 0.355 16.09 66.3 0.185 0.522 0.287 16.06

flow matching supervises velocity prediction without di-
rectly constraining intermediate representations. We there-
fore use the clean EO target as a training-only representa-
tion teacher. A frozen VEM F¢ [22] extracts representations
q;, while a trainable projector g,, maps the corresponding
DiT features h} into the same representation space as q;.
Following the representation alignment [26], we minimize
the cosine distance

1 N
ﬁRe:Nz<1

i=1

whr—ri
go(hi) ' q ) @

g (B ollall2

where q; = sg(F¢(x°);), sg denotes stop-gradient, h] is
the ¢-th spatial token of the noisy-EO stream after the r-th
dual-stream block, and N is the number of aligned spatial
tokens. The total training objective is

L= EFIOW + )\‘CRe- (5)

We empirically set A = 0.5 and keep it fixed across all ex-
periments. The VFM F¢ and projector g,, are used only
during training and discarded at inference, incurring no test-
time overhead.

5. Experiments

5.1. Datasets and Settings

QXS-SAROPT [7] contains 20,000 paired 256-pixel GF-3
SAR and Google Earth optical tiles; we use 16,001/3,999

images for training/testing. SAR2Opt [29] contains 2,077
paired 600-pixel TerraSAR-X and Google Earth images; we
use 1,450/627 images with random/center 512-pixel crops
for training/testing. All baseline methods are retrained on
the same training splits and evaluated on identical test items.
The randomly initialized DiT generator [16] comprises 24
blocks and 509.3M parameters. The first 7 = 8 blocks
preserve separate modality-specific streams; EO represen-
tation alignment is applied to the EO-stream features at
this boundary, after which the streams are concatenated and
jointly processed by the remaining blocks. The FLUX.2 [2]
autoencoder and DINOv3 ViT-L/16 [22] teacher are pre-
trained and frozen. We train QXS-SAROPT for 40k updates
with batch 64 and SAR2Opt for 20k updates with batch 32,
respectively. All models were trained on two NVIDIA RTX
4090 GPUs. AdamW uses a peak learning rate of 5x 1074,
a 1k-step warmup, cosine decay, and bf16 precision. Condi-
tioning dropout is 0.1. Reported samples use classifier-free
guidance (CFG) of 1.5 and Euler solver with 50 function
evaluations (NFE).

5.2. Comparison with the State of the Art

Table | reports distributional realism (FID), perceptual fi-
delity (DISTS and LPIPS), and pixel fidelity (SSIM and
PSNR). On QXS-SAROPT, ReFlowSET obtains the best
DISTS and ties the best FID. On SAR2Opt, it improves the
second-best FID from 71.8 to 66.3 and DISTS from 0.211
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Figure 3. Qualitative SET comparison on QXS-SAROPT (top) and SAR20pt (bottom). Columns show (a) input SAR, (b) SD2.1 FT, (c)
BBDM, (d) E3Diff, (e) cBBDM, (f) C-DiftSET, (g) ReFlowSET, and (h) ground-truth EO.

Table 2. Ablation of SAR conditioning, fusion, and EO representation alignment on SAR2Opt. All variants use 12 DiT blocks; D/S denote
dual-/single-stream blocks. Params are deployed DiT parameters and exclude training-only alignment modules; VRAM and time report
peak training memory and per-image inference latency.

SAR . Params| VRAM| Time]|
LRe Stream Fusion Topology FID| ™) (GB) (sec)
v Shared [4]  Input [4] 0D+12S 72.865 108.46 8.18 0.92
v Dual Token 4D+8S 70.450 143.86 13.57 2.06
X Dual Channel 4D+38S 71.851 145.04 9.80 1.34
v Dual Channel 4D+8S 70.436 145.04 10.63 1.34

to 0.185, while also yielding the lowest (best) LPIPS. These
reductions correspond to relative gains of 7.7% and 12.3%
in FID and DISTS, respectively.

These results are particularly notable because SD2.1
fine-tuning and C-DiffSET [4] initialize their U-Net back-
bones from pretrained SD2.1 weights, whereas ReFlowSET
trains its DiT generator from scratch. Within the same
ReFlowSET framework, replacing the SD2.1 codec with
FLUX.2 improves all five metrics on both benchmarks, re-
ducing FID from 25.5 to 19.1 on QXS-SAROPT and from
84.5 to 66.3 on SAR20pt. This controlled comparison
empirically supports reconstruction-guided codec selection:
with FLUX.2, the from-scratch generator reaches or sur-
passes pretrained-generator baselines on perceptual and dis-
tributional metrics.

Although ReFlowSET does not maximize PSNR or
SSIM, these pixel-aligned metrics are sensitive to the inher-
ent ambiguity and local misalignment of paired SAR-EO
observations. We therefore emphasize perceptual and dis-
tributional metrics while reporting pixel fidelity for com-
pleteness. Fig. 3 shows sharper structures and more coher-
ent land-cover appearance than competing latent diffusion
and bridge models.

5.3. Ablation and Efficiency Analysis

Table 2 evaluates SAR conditioning, stream fusion, and EO
representation alignment using compact 12-block models.
To reduce ablation costs while controlling total depth, the
dual-stream variants use 4 dual-stream and 8 single-stream
blocks. The final ReFlowSET scales this allocation to 8 and



16 blocks, respectively, preserving the same 1:2 topology
ratio.

SAR conditioning and fusion. With EO representation
alignment enabled, the dedicated SAR processing with
channel fusion reduces FID from 72.865 to 70.436 relative
to the shared-stream input-concatenation baseline [4]. Be-
cause the modality-specific paths instantiate the same full-
width DiT block design for both SAR and noisy EO, the
dedicated conditioning increases the parameter count from
108.46M to 145.04M. This result should therefore be in-
terpreted as a system-level architecture comparison. Af-
ter the dual-stream stage, the token-wise fusion doubles
the sequence length processed by every subsequent single-
stream block. Consequently, it increases training VRAM
from 10.63 to 13.57 GB and latency from 1.34 to 2.06
s/image, while providing virtually no FID benefit (70.450
versus 70.436). ReFlowSET therefore adopts channel-wise
fusion.

EO representation alignment. Under the same dedicated
SAR stream, channel fusion, and 4D+8S topology, adding
Lge reduces FID from 71.851 to 70.436. The deployed pa-
rameter count and inference latency remain unchanged be-
cause the frozen VFM and projection head are discarded af-
ter training. The alignment branch increases peak training
VRAM only from 9.80 to 10.63 GB. This controlled com-
parison shows that target-EO representation alignment im-
proves distributional quality without adding inference-time
cost.

6. Conclusion

We presented ReFlowSET, a representation-aligned latent
flow framework for SAR-to-EO translation. ReFlowSET
combines reconstruction-guided codec selection, condi-
tional latent flow matching, delayed SAR-EO fusion, and
training-only EO representation alignment. It achieves the
best FID and DISTS on both benchmarks and the best
LPIPS on SAR20Opt among the evaluated methods, while
the alignment branch introduces no inference-time over-
head. Future work will examine cross-sensor generalization
and the suppression of unsupported EO-like structures.
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